
Retrieval-Augmented Everything: 
RAG in Practice





Grounding Strategies: Reducing LLM Hallucination

• Retrieval-Augmented Generation (RAG) 
• Tool use / function calling
• Calibration and fine-tuning
• ...













RAG: a case study





The Recipe

Ingredient Package / Tool
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Corpus source CRAN (package tarball) 

Parsing sources base R + tidyverse

Chunking custom logic (base R + tidyverse)

Embeddings rollama (local Ollama for embedding model)

Storage plain RDS (base R)
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Retrieval scoring dplyr, purrr (embeddings similarity)

Prompt assembly custom R script

LLM chat/query

rollama (local Ollama) 

httr2 (Ollama Cloud direct) 

ellmer (OpenAI / Anthropic / Google)

UI shiny, shinychat (chat bubbles UI)



The chat interface





Backend



Example query and generated code



Retrieved chunks and citations



Runtime status and settings



Interpreting the model's output



Key takeaway(s):

• RAG is not perfect.
• RAG could be combined with the other grounding strategies.
• Better documentation for packages makes them more suitable for RAG.
• RAG can be used on almost everything:
• Knowledge base of previous research.
• DB with articles.
• DB for consultancy projects.
• ….



ellmer: R interface to LLM providers



Thank you
Q&A
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